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Distributed Computing

Introduction

Advances in digitalisation have caused the volume of
information generated through human processes and
interactions to increase exponentially: according to predictions
by the International Data Corporation1 , the amount of data
generated is expected to reach 175 Zettabytes by 2025.
Moreover, data is produced and stored in different formats
(structured information in tables and databases, documents,
voice, text, video, positioning, etc.), and such data is increasingly
accessible2. This has boosted the development of Artificial
Intelligence (AI) and has made it possible to extract more value
from different modelling techniques. However, this implies the
need for more storage capacity and more computational power.
Traditionally, alternatives have been sought to address this
need through infrastructure improvements (e.g., increasing the
physical capacity of computers, memory, etc.) or software
improvements (e.g., using more efficient algorithms). The need
to increase computing power to perform a greater number of
operations in the shortest possible time led to the development
of ever more powerful microprocessors and GPUs. In addition,
the invention of high-speed networks such as local area
networks (LANs), and its continuous improvement, made it
possible to connect thousands of computers sharing
information with each other in a few microseconds3.

Distributed.net6 can be considered the first general-purpose
distributed computing project on the Internet, developed in the
1990s. The goal of this project was to use CPU or GPU idle time
to solve large-scale problems.
The way information technologies are used has changed over
time. There has been a shift from using a personal computer
disconnected from the network to using terminals (mobiles,
tablets, laptops) running applications that require external data
and more computing power than is available on each terminal.
It is the rise in the use of such applications which has triggered
the demand for distributed computing. In fact, in recent years,
the development of distributed computing technology has
been boosted by solutions such as grid architecture (which
connects a group of computers in a decentralised manner to
form a virtual supercomputer) or cloud computing (which
allows the use of a network of remote servers connected to the
internet to store, manage and process data, servers, databases,
networks and software).
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As a result of the technological changes, in order to further
increase processing power, the so-called "distributed
computing" arose through hardware replication and software
adaptation: on the one hand, as the clock frequency cannot be
increased due to the excessive heat produced, computing
power is increased by using multi-core processors and multiple
processors connected together, and on the other hand,
algorithms are adapted to be able to use multiple hardware
resources simultaneously in an efficient way. This provides high
performance while lowering costs.
From a conceptual point of view, distributed computing
encompasses all computing processes that share information
by being connected through any kind of communication
network5. This concept is closely linked to the invention of the
Internet in the 1970s, where a huge number of small networks
are interconnected without a central machine responsible for
providing all the information, and the data received depends on
millions of entities and devices.
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Definition

A distributed system is a collection of different entities that
cooperate to solve a problem that individually cannot be solved
or would be too time consuming to be feasible to solve7.
In computing, distributed computing is defined as a collection
of computers that do not share memory and are asynchronous,
communicating by messages on a network. Each of these
computers has its own memory and operating system. Typically,
these computers are semi-autonomous and loosely coupled
while cooperating for collective problem solving. However,
these independent computers are seen by users as a single
entity.

processes. It includes increasing the security of processes and
databases, as they are not concentrated on a single server.
Another important factor is access to information located in
remote areas that would not be feasible to replicate locally, or
access to supercomputers, which are located in specific places
and users connect to them remotely. This situation, as well as
the sharing of resources, makes it possible to reduce costs and
increase performance. Finally, the possibility of replicating
information and resources increases the fault tolerance of
applications, which is increased by the fact that it is difficult for
infrastructures located in different geographical areas to fail
simultaneously.

Their characteristics include the autonomy and heterogeneity
of the processes, which do not necessarily need to have the
same execution time (conceptually linked to the distribution of
tasks) or share the same operating system. They can be
geographically separated, although they need to be linked by a
communication network.
The motivation for using a distributed system is mainly based
on increasing the performance and computational capacity of
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3. Comparison of computer systems

There are different models of computing that have evolved in
line with the technology available at any given time. The
distributed computing model has evolved from parallel
computing, which in turn emerged in an attempt to improve on
traditional computing (see Table 1).
The oldest model is the traditional computing model, in which a
program is executed instruction by instruction in a sequential
manner. Instructions in a computer always follow the same
general rules and can be divided into three distinct phases8:
1. Fetch: the instruction is fetched in the computer's memory
and copied to the processor, which executes it.
2. Decode: the previously fetched instruction is decoded by
identifying the type of operation to be performed and the
operands. It is then sent to the execution units.

This cycle is repeated from the beginning with each instruction,
and it is not until the execute stage of one instruction is
finished that the fetch stage of the next instruction begins.
In this type of computing, information is stored only on the
hard disk of a computer, and the execution of commands is
performed by a single processor.
A second, more advanced model is parallel computing, which
tries to make better use of the architecture's resources, and
usually employs multiple components of each type in order to
be able to perform many operations at once. This method can
be simply defined as a type of computation in which several
instructions can be executed simultaneously. This is useful
because, in general, computationally large problems can be
divided into smaller problems, which are then solved in parallel.

3. Execute: The instruction is executed and resolved, and the
result is written to the processor's internal registers or to a
memory address in RAM (the computer's short-term storage
memory).
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Table 1. Relationship and comparison between different types of computing.

Traditional computing

Parallel computing

Distributed computing

Cloud computing

Uses only a computer and a
processor

Uses multiple processors

It uses multiple processors on
multiple machines connected via
the internet or a physical method

Use multiple processors on
multiple machines over the
internet

Not scalable or elastic

It is scalable to some extent
(depending on the type of
parallelism)

Not flexible and scalable, but
supports more types of
architectures

Provides scalability and elasticity,
i.e. resources can be
added/removed on demand

Not fail-safe

Can be fault-tolerant if designed
to have such a characteristic, the
processors used may be on the
same machine

Tasks do not stop when one
machine fails, as another will
continue to run them, making this
system more reliable

Tasks do not stop when one
machine fails, as another will
continue to run them, making this
system more reliable

Data and applications are on a
single machine

Data and applications can be on a
single machine (depending on the
type of parallelism)

Full access to data and
applications is granted, even
though some of the machines are
usually not on the user's premises

Data and applications are normally
in the hands of the cloud service
provider

No internet access required

No internet access required

Internet access is required to
access the services

Internet access is required to
access the services
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There are four types of parallelism9:
Bit-level parallelism
This type of parallelism refers to the word size of the processor.
The larger the word size, the more it can be used to execute
several instructions at the same time. For example, performing
two 1-byte (8-bit) number additions on a 16-bit processor could
be done at the same time with only one operation. However, if
the processor were also an 8-bit processor, two operations
would have to be performed.
Parallelism at instruction level
It is possible to group instructions of a program and execute
them without altering the final result that would be achieved by
executing each one in the traditional way. Pipelines are a type
of structure that allows this level of parallelism to be achieved
by executing stages of different instructions at the same time
on a processor or machine.
Parallelism at task level
The problem is divided into different tasks and each task is
executed concurrently by the different processing elements
(which can be threads, different processors, different machines,
etc.).
Parallelism at data level
In this case, the data is split up and the processors or machines
run the same task in parallel on different subsets of the data.
When finished, the results are assembled and the product is
indistinguishable from what would have resulted if the same
processor had executed the same task on all the data.
This type of computing has several advantages over traditional
computing:
4 It allows the resolution of problems that could not be done
on a single CPU and could not be solved in a reasonable
time.
4 It allows problems of a higher order and complexity to be
executed and to do so more quickly, reaching the process of
obtaining results in less time.

Parallel computing, therefore, is a type of computing in which
many computations or the execution of processes can be
performed simultaneously. The distributed computing model
can be considered as a type of parallel computing: a distributed
system with different components located on different
computers of a network that communicate and coordinate their
actions by passing messages to each other.
A fundamental difference between the two types of computing
is that parallel computing can be carried out on a single
computer, using multiple processors to process tasks in parallel,
while distributed computing uses multiple computing devices
to process the same tasks. In addition, a parallel system aims to
increase performance by using replicated components
connected to each other, while a distributed system aims that
remotely located systems cooperate with each other to do
something they couldn’t do separately.
Such forms of computing, and distributed computing in
particular, benefit from cloud computing processes, which are
based on the provision of hardware and software resources on
demand, from software applications to processing power. It is
accessed via the Internet on a pay-as-you-go model. The
characteristics of cloud computing are as follows10:
Access through a network
Cloud services are available over a network, ideally a highbandwidth network such as the Internet, or in the case of a
private cloud (i.e. internal to a company or organisation), this
could be a local area network (LAN).
Elasticity
Resource usage is on-demand: the system can be provisioned
with more resources as they are needed, or resources that are
no longer in use can be removed to reduce the price. This
feature can be applied to storage, virtual machines and software
applications in use at any given time.
Scalability
Scalability refers to the ability of a provider or application to
supply instantaneously, so that it automatically calculates
capacity to meet peak demand.

4 It allows the execution of several instructions
simultaneously, and to divide a task into independent parts.
4 It offers a better balance between performance and cost.
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This type of computing has several advantages11:
4 Reduced infrastructure costs: cloud computing eliminates
the upfront capital investment of hardware and software
purchases, installation and maintenance.
4 Space saving: resources that are used remain stored on the
network.
4 Pay as you go: cloud pricing models offer flexibility to
control the costs of technology consumption.
4 The increase or decrease of resources according to what is
needed: elasticity provides the ideal amount of resources,
storage and processing.

4 Complex computer systems including distributed
databases, telecommunications, distributed operating
systems, file servers and programming languages.
4 IoT (Internet of Things): the collection of data by smart
devices for further transformation into useful information12.
The decision about which type of computing to use will
depend on the needs and use cases. For example, for a system
that does not require full availability, such as an organisation's
relational database, a centralised system (a centralised
database) can be used, while for the creation of a blockchain
network, distributed computing systems can be chosen.

Distributed architecture is used today in most of the existing
computer systems such as:
4 Commercial applications such as banking software or large
enterprise management systems or CRM applications.
4 Cloud services such as email, cloud storage, or world wide
web.
4 Multimedia content including e-learning, multiplayer video
games or video conferencing services.
11
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Technical characteristics

Architectures
Distributed architectures can place its components on different
platforms that can cooperate with each other by
communicating through a network to achieve a specific goal.
Such architectures must meet basic technical requirements:
4 They must have a communication network, which can be an
IP address, wires, or a circuit.
4 Messages transmitted between machines contain
information that is to be shared between various
components of the system, either in the form of databases,
objects, or files.
4 They have a system for retrieving sent or received messages
in case of failure.
4 Its design considers the trade-off between complexity and
performance.

The most common architecture in which distributed computing
is found is the client-server architecture (see Figure 1). This
architecture consists of remote clients sending and receiving
messages from a centralised server. The clients may be
workstations or personal computers, while the server is usually
made up of much more powerful machines located at other
points along the communication network (Figure 1).
This model of computing is particularly effective when both the
client and the server perform several functions simultaneously
and routinely. The difference with the old centralised models is
that the client and server are seen as independent instruments
performing different tasks, whereas in the centralised model
there was a central machine that handled all the processes and
the terminals only communicated with it.
Another type of architecture is Peer-to-Peer (P2P). In this system
there is no central machine, but any element can function as a
client or server, depending on the situation. Compared to the
client-server type, this architecture is less secure and more
unstable, but gains in scalability, tolerance, and speed.
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Figure 1. Client-Server Architecture13
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A third type of architecture is based on the concept of
multilayer (see Figure 2). In this case the client does not
necessarily have to be intelligent, but other intermediate layers
can take over the processing of requests. Due to the separation
between the components, efficiency is increased, allowing
modifications to be made to one part without affecting the rest
of the system.

Algorithms

perform the necessary operations and return the result to
the master node. The main node assigns tasks considering
the work being done by each executor, and it is possible for
subsequent tasks to be started while others are being
finished in order to optimise time.
4 The Pipeline or Producer-Consumer algorithm is one in
which data is passed through a pipeline with different
stages. In each of these stages, transformations are
performed on the data and the result of these
transformations is passed on to the next stage.

The development of distributed computing is not only
associated with its architecture, but also requires complex
algorithms that are compatible with this type of architecture.
These algorithms are methods that choose the most
appropriate decompositions of the jobs to be executed, thus
reducing the computational cost14. Among others, three types
of algorithms are highlighted below: data parallelisation,
master-slave and producer-consumer:
4 The simplest algorithm is the data parallelisation model.
Each of the machines performs similar tasks, but the data is
divided into several sets and distributed among them. These
infrastructures have the capacity to grow as the data grows .
4 Another widely used algorithm is the master-slave
algorithm. In this case, one of the nodes of the computation
is designated as the master, distributing the work to the rest
of the nodes called slaves or executors. These executors
14
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Figure 2. Multi-layer architecture.
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Benefits and challenges of distributed
computing

The application of distributed computing in organisations
presents some advantages, but also poses relevant challenges
that need to be considered. Among the associated advantages
are the following:
Efficiency gains
It increases efficiency and reduces the cost of complex
processes, as the use of multiple nodes allows processing one
or more tasks while optimally distributing the load over
different sites in the network.
Increased error tolerance
Because the workload is distributed among the different nodes,
if one node goes down or fails, the rest will not be affected16.
For this reason, distributed systems are more robust and
reliable than centralised systems.
Provides higher speed
Distributed architectures are characterised by their processing
speed17. For example, when querying a database, the request is
divided among the nodes of the network, which generates a
much faster response than making the same request to a single
node.
Flexibility and scalability
If additional processing, storage or RAM is required, distributed
systems can be expanded horizontally by adding as many
nodes as necessary. This allows for great flexibility, as the
system capacity can be scaled up or down to meet demand at
any time.

Because systems scale horizontally, rather than vertically, costs
are reduced. For example, in the event of a peak in demand, a
distributed system could increase its capacity (by adding servers
and clients) to cover the peak, meaning that the cost would be
temporary or variable, as opposed to the fixed cost of scaling up
a centralised system vertically.
On the other hand, the challenges presented by distributed
computing include:
Higher level of complexity
Distributed systems present a higher level of complexity in
design, configuration, and management. For this reason,
qualified personnel are required for their correct operation.
Security
Distributed systems are built through many nodes connected to
each other via the network and many users can access the
network, which can increase the risk to privacy and data
integrity. For this reason, it is necessary to increase the security
measures of these systems and to compensate for the risk of a
potential attack, or if it occurs, to mitigate its effects.
Increased effort for management
Distributed systems can often include machines with different
operating systems or different versions, requiring extra effort on
the part of administrators to manage the system efficiently.
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Conclusions

As the digitisation of society progresses, with the increase in
data and connections required, the need for increased speed
and computing power becomes more acute. Distributed
computing is one of the emerging methods for accelerating
computing processes. It shares characteristics with other types
of computing, although it has distinctive elements that
distinguish it from more centralised or traditional types of
computing.
This document has briefly analysed the main architectures
used in this type of computing, such as parallel computing and
distributed computing, as well as the most common
algorithms. These architectures and algorithms make it
possible to address parallelism in the execution of processes
and the distribution of data or algorithms for the acceleration
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of training in models. The advantages and challenges, as well
as the applications of distributed computing, have also been
presented.
There are currently lines of research and development to
enhance the field and possibilities of distributed computing,
combined with the application of complementary computing
techniques with restricted data access (such as federated
computing). Its future is very promising, due to its capacity to
improve and adapt to the resolution of complex problems,
and to the possible reduction of time and costs in its
execution.
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